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1 Goals
The goal of the project is to provide:

• An evaluation about memory consumption in Plone[6], including discrimination
of different variables that affect memory usage in a Zope[8]/Plone[6] site.
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• A performance evaluation of Plone[6] with different content types, like Zwiki[9]
and CMFPortal[3]

• A performance evaluation of Plone[6] generated pages against static pages served
by Apache[2], or cached pages served by Squid[7]

• A performance evaluation of Plone[6] against other CMS like the PHP-based
Mambo[4]

• A scalability evaluation of Plone[6] under heavy load

• A suit of tests/benchmarks to do additional evaluations of server software, and
of hosting providers

Besides the benchmarks above, this report will evaluate:

• The amount of RAM needed for best performance on a Plone[6] site with differ-
ent test loads (based on sampled loads from a production site)

• Possible improvements to Plone[6] performance with a 100MiB instance limit.

2 Experiment Setup

2.1 Test system
The tests were done under the following configuration
Hardware:

• Athlon XP2000 CPU

• 512MB RAM

• Samsung SV2001H hard disk (5400 RPM UDMA 100 IDE disk) with ext3
filesystem, no RAID

Server software:

• Mandrake Linux 9.2

• Linux kernel 2.4.22-10mdk

• Apache 2.0.50

• Squid 2.5.STABLE3

Zope/Plone:

• Python 2.3.3 (from python.org)

• Zope 2.7.2

• Plone 2.0.3
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Mambo CMS:

• Mod PHP 4.3.8

• MySQL 4.0.15

• Mambo 4.5.1

2.2 Test data
Several data sets were used for the benchmarks:

• Plone-frontpage: This is the generated HTML for the frontpage of a default
Plone site, i.e., a Plone site created through the ZMI1 and left with no modi-
fications.

• Plone-frontpage-full: This is the data for the frontpage of a default Plone site;
it includes the HTML, stylesheets, images, and scripts that will be downloaded
from the Zope server by a client to display the page on a web browser. The list
of document included is:

index_html

colophon_xhtml.png
plone_powered.gif
colophon_wai-aa.gif
print_icon.gif
mail_icon.gif
linkTransparent.gif
colophon_sec508.gif
site_icon.gif
colophon_anybrowser.png
plone/colophon_css.png

plone.css
ploneCustom.css
ploneColumns.css

plone_javascript_variables.js
plone_javascripts.js

The extra documents in this data set are a significant overhead on data volume and
access time over the HTML frontpage, as depicted below:

1Zope Management Interface
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The above measurements are based on data obtained on the test system. Note that
the content which is not HTML can be served statically, while the HTML will probably
be generated from the contents of the Zope DB. So, improvements in the access to data
which is not HTML will be significant.

Mambo was suggested as another CMS to compare with Plone. This decision was
based in the fact that Mambo is written in PHP, so it may be used as a representative
of a PHP based solution, and to evaluate Zope/Plone (Python based) against solutions
with radically different infrastructure. For Mambo, the following datasets were used:

• Mambo-frontpage: the HTML generated for the frontpage of a default mambo
site (installed with the option to use example data), index.php

• Mambo-frontpage-full: This is the analog dataset to plone-frontpage full. The
following documents were included:

index.php

rhuk_solarflare/images/title_back.png
images/M_images/rss091.gif
images/M_images/rss10.gif
images/M_images/rss20.gif
images/M_images/atom03.gif
images/M_images/opml.png

rhuk_solarflare/css/template_css.css

In this case, as will be seen below, the only relevant (to access time) document is
index.php; all the others are static and are served by Apache in insignificant time.

2.3 Tools
For performance measurements, the basic tool used was Apache Benchmark[1]. It was
run through a wrapper Python script. Each URL is measured 200 times, and the 95th
percentile was used as a performance measure. For datasets consisting in more than
URL, the procedure above was used for each URL and the results added; given that
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below the 95th percentile access time was almost constant, adding the results from
separate measurements is statistically sound.

For memory measurements, the UNIX command free(1) was used before and after
starting the measured program (ignoring system cache and buffers), and the difference
was used as a result. This may result on some small error due to other running process
allocating or releasing memory; this was minimized by stopping all unused processes
while measuring. This measure was chosen instead of the output of process monitoring
tools (like ps(1) or top(1)) because this is more precise with respect to memory sharing.
Memory usage for all services were tested immediately after startup, and after doing a
benchmark on the full dataset (most services grow after startup, when put under load).

3 Performance measurements

3.1 Plone vs. Plone with RAM Cache manager
This experiment intends to measure the effect of the RAM cache manager. The RAM
cache manager is a Zope Object able to cache results of calling expensive objects
(heavyweight DTML, or Python Scripts).

In this experiment, the cache manager was set to cache all stylesheets and javascript
data. That is the data which is obviously cacheable without breaking the site.

There was an improvement in CSS access time. However, it’s quite small compared
to the whole dataset

To get an improvement using the RAM cache manager, some DTML and python
scripts inside plone should be chosen carefully (besides just the easy choices); being
too aggressive with this cache may result in malfunctions of the site interaction with
the end-user.
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3.2 Plone vs. Plone through Apache
This is an usual Zope setup, where Zope does not serve to end users directly, but to an
Apache webserver with mod proxy. This should incur in some overhead when access-
ing Zope. This experiment tries to measure this overhead.

We can see a small (about 3ms) overhead per-request. For big objects (like the
frontpage), that’s not significant, but it’s quite significant for small simple objects (like
images and stylesheets).

3.3 Plone vs. Plone+Apache w/mod cache
This compares two plone sites (accessed through Apache): one with mod cache en-
abled, and other without.

“mod cache” is an Apache module to do data caching inside the webserver. In
this case mod cache was left with default settings (disk caching); it is also able to do
memory caching.
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Note that Apache has excellent performance when able to cache static content (as
CSS, images, and Javascript) 2.

3.4 Plone vs. Plone+Squid
This experiment is similar to the previous one. Instead of caching at the webserver,
the Squid proxy/cache was used in its http accelerator mode. Apache was used as the
backend.

2The value 8ms in the chart should be interpreted as “less than 8ms”, because the values measured were
actually under the tool precision
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We can see that the results are very similar to the previous experiment3. Running
squid involves needing some extra memory (see memory benchmarks below), but pro-
vides some finer control over caching: which files and/or content types to cache, how
much memory is to be spent on caching, etc.

3.5 Plone vs. Static Pages

3The value 8ms in the chart should be interpreted as “less than 8ms”, because the values measured were
actually under the tool precision
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This result should be taken with care, as it is a comparison between two very dif-
ferent things. This shows that when a Plone page doesn’t change frequently, it can be
served statically providing an important performance benefit. However, pages served
statically will have to be updated manually, incurring in an administration overhead.

3.6 Plone vs. Mambo

One thing to note about a PHP based CMS like mambo, is that all non-HTML
content is served statically and thus very fast.

This shows a slight difference in performance for generating HTML; given that this
is a comparison of two different pages, it is not significant. It is possible to conclude
from this data that PHP and Plone have similar performance for HTML generation.

4 Memory measurements

4.1 Memory use
Memory was measured for each of the software components used:
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Adding the components for each complete CMS solution, the results are:

This shows that Plone with an Apache frontend and Mambo are essentialy identical
in memory use. This also shows that a simple caching solution like Apache mod cache
can be added with a very small overhead, and that even a more flexible cache like Squid
can be used with a relatively small investment in memory.

5 Other possible solutions
Most solutions above use about 200ms to render HTML. That is the time it takes Plone
to generate it. The request is returned with a Pragma: no-cache header4, so the
page is not cached by caching software like mod cache or Squid.

To improve HTML rendering time, a solution is sketched at [5], chapter 14. Squid
offers a mechanism to purge pages from the cache on demand. Ideally, this could be
used doing the following:

• Removing the Pragma: no-cache and Expires header from Plone replies.
This can be done easily editing portal_skins/plone_templates/
global_cache_settings from the ZMI.

• Selecting pages to be cached defining a rule in the cache_policy_manager.

• Adding a external method to Zope to allow it to issue PURGE requests. The
code for that method is available in [5]

4As defined on RFC2616
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• Add code to call the external method when content changes.

The last point is not trivial. It’s necesarry to add scripting to most of the site oper-
ations which modify content. When using portlets, some changes can invalidate most
of the pages: for example, adding a news item should purge all the pages having the
“Recent news” portlet; adding a folder modifies all pages with a menu which should
show that folder. That kind of rules must be coded and integrated with the Plone site.

If the content of several frequently accessed pages is mostly static (i.e. it is not
changed often), very good results can be achieved with no purging, and adding only
those pages to the cache policy. If the portlets in that pages change, they will be updated
after they timeout (the timeout is configurable), or until any user loads the page using
the “Reload” function on their browser.

6 Conclusion and recommendations
A significant part of Plone sites is content that can be easily cached, so a cache can
provide a good performance improvement. Most cache solutions shown here can be
limited to have a small memory footprint.

Zope’s RAM Cache Manager is not a practical solution in the general case; the
increase in performance it provides can be surpassed by other solutions that are almost
identical in memory footprint, specially for sites that are already using Apache as a
frontend. It can still be useful to selectively cache a specific script or external method
which is being frequently used; that kind of caching (objects instead of pages) can only
be done from inside Zope. But this kind of optimizations require manual management,
so they should be done only after applying more general solutions.

The use of static pages is another decision that should be taken with care: it can
result in a dramatic performance improvement with no extra memory usage, but has as
a downside that page updates have to be done manually instead of using Zope.

Given the similar performance and memory footprint, switching to a PHP based
solution is a decision that should be taken based on the flexibility and features of the
CMS, and not on the performance.

The best performance improvement is provided by a caching solution like mod cache
or Squid. The former has a lower memory footprint, and the latter provides a bigger
flexibility.

7 Appendix: Benchmark scripts
The following script can be used to get a list of images, stylesheets and scripts related
to an HTML page (given as an URL):

#!/usr/bin/python
# Get related documents: images, stylesheets, scripts

import urllib
import sys
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from urlparse import urljoin
from HTMLParser import HTMLParser

class Analyzer (HTMLParser):
"An HTML parser to get lists of related content"
def clear(self, url):

self.images = {}
self.styles = {}
self.scripts= {}
self.url = url

def handle_starttag (self, tag, attrs):
as = dict (attrs)
if tag=="img":

# Images
src = urljoin (self.url, as[’src’])
self.images[src]=1

elif tag=="link" and as["rel"]=="stylesheet"
and as.has_key (’src’):

# Linked styslesheets
href = urljoin (self.url, as[’src’])
self.styles[href] = 1

elif tag=="script" and as.has_key(’src’):
# Linked scripts
src = urljoin (self.url, as[’src’])
self.scripts[src]=1

def handle_endtag (self, tag):
if tag=="style":

# Stylesheets included as <style>@import url(...);</style>
text = self.lastdata.strip()
if text[:12] == "@import url(":

style = urljoin (self.url, text[12:-2])
self.styles[style]=1

def handle_data (self, data):
self.lastdata = data

url = "http://localhost"
if len (sys.argv)>1:

url = sys.argv[1]

# Read data from given url
furl = urllib.urlopen (url)
data = furl.read()
furl.close()
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# Parse the data
a = Analyzer()
a.clear(furl.geturl())
a.feed (data)
a.close()

# Print output
print furl.geturl()
for k in a.images.keys(): print k
for k in a.styles.keys(): print k
for k in a.scripts.keys(): print k

It does not support XHTML. It doesn’t list images included from the stylesheets.
The following script was used to get the benchmarks for the datasets. It reads a list

of URLs, and benchamrks each one 200 times (getting the 95th percentile of access
time). As a result, it prints the result for each URL and a total:

#!/usr/bin/python

AB="/usr/sbin/ab"
REPEAT=200

import sys, os

def do_benchmark (target_url, requests=1):
"Run ab, return percentile results"
os.system (AB+" -e ab.data.tmp -n "+str(requests)

+" "+target_url+">/dev/null 2>&1")
f = file ("ab.data.tmp")
l = [float(s.split(",")[1]) for s in f.readlines()[1:]]
f.close()
return l

# os.system ("rm -f ab.data.tmp")

urls = sys.stdin.readlines()
s = 0
for u in urls:

u = u.strip()
results = do_benchmark (u, requests=REPEAT)
print u,":", results[95]
s += results[95]

print "Total: ", s
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